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The workshop meeting began with a humorous simulation of the negotiation between two lawyers over how to search a company’s electronic files for material required to be delivered by a subpoena.

The goal of the TREC-2006 Legal Track is to develop search technology that meets the needs of lawyers to engage in effective “discovery” in digital document collections.

Comments from the track organizers that are not in the slides:

· All existing case law today on search for e-discovery addresses Boolean searching

· Sedona Conference is working on search methodology.  Jason has been asked to write a white paper for them on criteria for judging whether one search technology is better than another for e-discovery.  As of December 2006, all litigators involved in federal cases will be required to discuss issues of electronic evidence, so this area is a big deal.  There is currently very little settled law in this area. 

· We need to learn each other’s language – lawyers refer to review when we refer to assessment, lawyers say referencing when we say about, lawyers say relevancy when we say relevance, lawyers say responsive when we say relevant

· A relevant document is any document with at least one sentence that is material, which means that it might be used in court.  Workshop participants raised some interesting and tricky possibilities for what might be relevant, e.g. one document providing evidence that a particular person saw some other document.  

Ideas that were raised that we plan to address:

· People would like to see an example of a real Boolean query.  Jason will send one to the email list.

· We should release the test collection as early as possible, and we should include 5 sample topics with that release.  (Feb. 1 was suggested as latest date for release of the sample topics so that participants could understand their structure.)  It is not essential that relevance judgments be included for those topics.  The guidelines should not be firmed up until people have had a chance to look at the collection. 

· We should push hard for 50 topics, even if that means we need shallower judgment pools.  No conflicting opinions were raised on this point (although disagreement was noted later on the mailing list).  The evaluation topics (although perhaps not the training topics) should be put through a rigorous QA process (perhaps at NIST, or at least similar to what they do) before they are released.

· Topics will be produced by first having lawyers generate a hypothetical case description.  Then the lawyers will carry out a mock negotiation resulting in one or more queries, based on the hypothetical case description.

· Our metric will need to reflect more than simply whether we can find a larger number of relevant documents at the same cutoff than Boolean search.  Specifically, it is important that we account for degrees of relevance (highly or tangentially) and (near-) duplicates.  We should also report the fraction of the relevant documents found by the Boolean baseline that were included in ranked system results above that cutoff – we can’t assure that we will find the same relevant documents, but we can certainly measure the extent to which we actually do.

· In addition to designating and reporting results on an OCR-only subset of the collection, we should also designate and report results on a accurate-OCR-only subset of the collection (probably about 1 million documents).  The reason for this is that Boolean techniques might be disadvantaged on the portion of the collection that has poor OCR.  The topics should be designed to:

· Have enough relevant documents in the accurate-OCR-only subset  in order to ensure stable measures,

· Have few enough relevant documents on the full collection that pooling provides adequate coverage of the set of all relevant documents,

· Yield Boolean queries that bring back few enough documents (whether relevant or not) that a sufficiently large proportion of the boolean set can be judged.  (There was some discussion along the lines of “don’t lawyers always try to swamp the other side in documents”.  Jason said it depends on the case, but that both sides are required to make good faith efforts.)

One thing that makes this easier is that a single TREC topic wouldn’t have to correspond to all the documents needed for a particular case, but rather just one of several well-defined subsets that the litigators might have agreed upon. 

· We should encourage manual runs (i.e., runs with the user in the loop) because we’ll learn from the process and we’ll enrich the relevance judgment pools.  In some cases, manual runs might even be done in a way that models the two-party process, although that need not be required.

· We should include a field specifying the number of documents that will be assessed in the topic descriptions since that information would be known in the process that we envision. We might also want to ask systems to independently guess how many documents should be assessed to achieve a given level of recall (which, of course, we would evaluate in comparison with the relative recall in the judgment pools at that point).

Other ideas that were raised that we plan to explore:

· A major issue is how to explain what a ranked retrieval system does to litigators and to judges.  Boolean systems currently have an advantage there.  One suggestion was to have a judge from the Sedona conference read the papers that systems submit for the working notes and write an opinion on whether the results from such a system should be admissible in their court.  This may not result in any clear wins in the first year, but it would be a way of enriching the discussion with members of the Sedona Conference.

If we could interest a researcher with expertise in legal informatics, relevance studies, and information access processes in studying what we do in this track, we might tease out some really good ideas to pursue in our second year.  For example, they might suggest ways that we could more accurately model the real process by which our systems would be used.

