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Abstract

Code cloning — that is, the gratuitous duplication of
source code within a software system — is an endemic
problem in large, industrial systems [6, 5]. While there
has been much research into techniques for clone detec-
tion and analysis, there has been relatively little empiri-
cal study on characterizing how, where, and why clones
occur in industrial software systems. Our current re-
search is to perform an in-depth analysis of code cloning
in real software systems and to build a taxonomy of types
of code duplication.

Code duplication, or code cloning, is generally be-
lieved to be common in software systems [6, 10, 12, 11,
8, 1, 5]. Various problems are associated with code du-
plication, including increased code size and increased
maintenance costs. Other problems associated with code
duplication can be found in [6, 12, 8, 1, 5]. While clone
detection is an area of active research, and several tools
exist to facilitate code clone detection, there has been
relatively little empirical research on the types of clones
that are found, or where they are found.

A code clone pair is a pair of source code segments
that are structurally or syntactically similar. One of the
segments is usually a copy of the other, perhaps with mi-
nor changes. Code cloning occurs when developers cre-
ate two identical or similar code artifacts inside a soft-
ware system. For example, developers may copy and
paste code. Several methods exist for detecting code
clones in software, such as simple string matching [6],
using statistical fingerprints of code segments [7], func-
tion metrics matching [10, 12, 11], parameterized string
matching [1, 8], and program graph comparison [5].

In our current research, we aim to profile the code
cloning activity within software systems and generate a
taxonomy of types of code duplication. In doing so, we
hope to gain more insight into how and why develop-

ers duplicate code, in an effort to aid the development of
code clone detection techniques and code clone elim-
ination strategies. This taxonomy will consist of the
most commonly occurring clones, and the clones with
the strongest negative feedback. We plan to use large,
industrial size software for our case studies, which will
provide us with a better view of code cloning in the real
world.

It is our position that generating a taxonomy of clones
will provide several important contributions to clone de-
tection research. This research will provide information
about what kinds of clones are most prominent in soft-
ware systems and how they are structured. This will
give researchers more information on how to develop
and tune their clone detection techniques. A taxonomy
will provide an informative view of the types of code
duplication that exists in software. It will also provide
a more informative way of displaying code clones de-
tected within a software system. The taxonomy can
be used as a way of evaluating clone detection tech-
niques and provide feedback about where and when to
use them. This is important as it is still unclear which
clone detection techniques are strongest.

In [9] we have begun our initial research into this
taxonomy. There we have performed a case study on
the Linux kernel file-system subsystem. We categorized
different types of cloning activity using attributes such
as location and scope after manual inspection of code
clones found in the system. Each clone type provides
a description of where the clone typically occurs, why
it might arise, the problems associated with this type of
clone, and possible solutions to the problem. We pro-
vide empirical analysis of these categories, and valida-
tion of our results using two different clone detection
techniques. In future research we will try to incorpo-
rate more clone detection techniques, as this will ensure
larger coverage of the code clones within a software sys-
tem.

Other work tries to categorize clones for the purpose
of software maintenance. In [2], Balazinska et al. create
a schema for classifying various cloned methods based



on the differences between the two functions which are
cloned. The results produced in [2] are used by Balazin-
ska et al. in [4, 3] to produce software aided re engi-
neering systems for code clone elimination. This differs
from our work in that our classification scheme is based
on locality as well as clone type, and copied functions
are only one type in our case, although in [2] they break
this down into 18 categories. One of our main research
goals is to determine how much developers clone and
from where. This question is not answered by the clone
classification scheme in [2]. In addition, the work in [2]
ignores code clones which are not function clones.

It is our position that this is an important step in un-
derstanding the phenomenon of code cloning and it will
provide critical information to be used in enhancing and
building clone detection software. Through case stud-
ies and further improving our taxonomy, we will gain
valuable information such as what types of clones pro-
vide the largest refactoring gains, what types of clones
are the most common, what clones are the most deadly,
and how software requirements and design goals affect
the practice of clone duplication. This information will
help us evaluate current clone detection techniques, and
current code clone display and elimination methods. It
will also help guide us in uncovering problems in clone
duplication research which need more work.

In the short term our research goals are to expand
our case study to other subsystems in the Linux kernel,
more specifically the driver subsystems, and to further
expand and refine our taxonomy. Points of refinement
are sub-classing clone types such as blocks within the
same function. Our long term goals are to use the tax-
onomy to study the evolution of code clones in a soft-
ware system. For example, we suspect that many code
block clones that occur across subsystems begin as full
function clones. We would like to test this hypothesis
by comparing clone detection results from multiple ver-
sions of a software system. We also plan to study how
the taxonomy can be used to improve the presentation of
detected clones to software maintainers.
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