“How To” Guide for Assessors – TREC Legal Track 2006

Version 4, August 20, 2006

Thank you for volunteering to participate in TREC Legal Track 2006.  Here’s what you need to know:

A.  Background
The National Institute of Standards and Technology (NIST) has run a “Text Retrieval Conference” for the past 15 years, aimed at making advancements in the field of information science.   As part of TREC, computer scientists around the world participate in studying how well various search methods, tools and techniques work in finding information from large data sets.  (For more details on TREC, see http://trec.nist.gov)

This year, for the very first time, one of the research tracks being run is a “legal track,” aimed at understanding how different search methodologies perform in a legal setting.   The Sedona Conference ©, a nonprofit legal think tank, has invited its members to assist in participating in the project.  The results of this year’s combined research work will be written up and reported at the TREC 2006 Annual Conference, scheduled for the third week of November at NIST headquarters in Gaithersburg, Maryland.

There were two necessary elements to this research project that needed to be put together before the current “assessment” phase involving you.  First, a test collection of documents was selected.  The documents chosen were those released under the terms of the Master Settlement Agreement (MSA) between various state Attorneys General and several tobacco companies and institutes.  These documents were originally gathered by tobacco companies in response to litigation they were involved in over a period of several decades.  Copies of approximately 7 million scanned MSA documents, along with metadata and optical character recognition (OCR) versions were obtained from the University of California at San Francisco Legacy Tobacco Documents Library.  Documents were then organized and formatted for experimental use by the Ilinois Institute of Technology and David D. Lewis Consulting.

Second, five hypothetical “complaints” of various types were created by members of the Sedona Conference ©.  These complaints consist of an investigation into a fictional tobacco company’s improper campaign contributions; a consumer protection lawsuit challenging a fictional tobacco company’s “product placement” decisions in t.v., film and theatre shows watched by children; an “insider trading” securities lawsuit involving fictional tobacco executives;  an antitrust lawsuit involving the movement of commerce in California; and a product liability lawsuit involving defective surgical devices (as shown in animal testing).  (Note: even though one of the “complaints” is really a formal demand letter 
from a government investigative agency rather than a lawsuit, for ease of reference all of the five will be referred to as “complaints” herein.)

In turn, the creators of the complaints and the track organizers drafted a set of “requests to produce documents” associated with each complaint. 

The research project in which you will be participating is modeled on the real ways in which lawyers make and respond to requests for documents in the context of either a typical lawsuit or a governmental investigation.  In either situation, inevitably one of the parties makes a formal ”request to produce documents” of the other side, based on the issues raised in the Complaint or investigation.  (If in federal court, this type of demand is typically filed pursuant to Federal Rule of Civil Procedure 34.)    Often requests to produce are very broadly worded, in order to force the opposing party to provide a maximum number of responsive documents.  Sometimes requests are more tailored, when knowledge exists that an opposing party has particular documents in their possession which would be useful to the requestor at trial.  Still other requests are aimed at obtaining only particular types of documents (e.g., internal memoranda of a company).

Particularly in large lawsuits and investigations involving complex subject areas, the party that has received a set of discovery requests ultimately employs a large cadre of lawyers, law clerks, and assistants of various types to assist in what is known as “document production.”  Sometimes companies and law firms will contract to have individuals outside those organizations participate in the process.    

For the purpose of participating in the TREC legal track, you should simply assume that you have been requested by a senior partner, or hired by a law firm or company to review a set of documents for “relevance.”   You will be assigned one or more topics (i.e., one or more requests to produce).  For a given topic you will be expected to decide which documents are “relevant” to  that topic.  Subject to only one exception (for documents over 300 pages, see below), the only choice you have to make is whether the document is “relevant or “not relevant.”   More on “relevance” will be discussed below.

Just as in real life, no one at the hypothetical law firm that is asking you to participate in this document review expects you to have special or comprehensive knowledge of the matters discussed in the lawsuit which your “request to produce” topic is associated with.   You don’t therefore need to be an expert in federal election law, product liability, or commercial law to decide if documents are relevant to a topic.  Some knowledge of why the requests to produce were made can be useful, however, so it is important to read the complaint associated with a topic as general background to give you some further perspective on why certain topics are being asked for.   In some cases the TREC organizers have sprinkled in some odd or miscellaneous topics that aren’t as obviously associated with the five complaints.  Also, the topics that are covered in these requests vary widely; most have something to do with a subject related to tobacco, but some do not.   

Finally, the sizes of the set of documents to be reviewed will vary somewhat by topic, with an expected range between 500 and 950 documents.   If you have volunteered for a smaller overall time commitment, every effort will be made to assign you a topic with the least overall number of documents.  However, the total time commitment will depend just as much on the size of individual documents as the total number of documents, so it cannot be predicted with certainty.   Based on the latest assessments, we believe that you will be able to review a minimum of 20 to 30 documents per hour, but your own rate of review will most highly depend on the average length and complexity of your particular document set.

B.  Deciding “Relevance”
The heart of the research project involves finding “relevant” needles in a large electronic haystack: the documents in your topic set were found by one or more different search methods and then pooled together by statistical methods beyond the scope of this “How To” paper.   Most importantly, the documents you will be looking at will almost certainly contain both relevant and nonrelevant documents to the topic.  For purposes of the greater research project, a search method that finds the most relevant documents with the least “false positive” nonrelevant documents will get a higher score on one or more tests.  But you can fairly expect that there will be a high percentage of documents that are not “relevant,” although this will differ greatly by the topics assigned.

Treatises – beginning with Wigmore’s – have been written on the subject of what constitutes “legal relevance.”   Wikipedia’s entry on “Relevance” says the term means “the tendency of a given item of evidence to prove or disprove one of the legal elements of the case.”  Rule 401 of the Federal Rules of Evidence says “relevant evidence means evidence having any tendency to make the existence of any fact that is of consequence to the determination of the action more possible or less probable than it would be without the evidence.”   These definitions seem of limited utility compared with applying basic principles of common sense to the present exercise.

For the TREC legal track, you are generally to consider documents to be “relevant,” and therefore “responsive” to the topic request, if any portion of the document can be said to be about the topic.   Relevance can be expressed in many different ways, and can be found in individual words, phrases, and sentences – you don’t need to have an entire paragraph or a completely coherent thought in the document to say that a document is relevant to a topic.    Just as importantly, a document may be relevant even if it fails to contain any of the important words in the topic request. Conversely, a document may end up being considered nonrelevant despite containing one or more important words in the topic request.  What is of interest is the content of the document.    
For example, assume a topic were to request any documents that reference the effect of secondhand smoking in children under 18.  The document you pull up online refers to the concept of “environmental smoking” and cites a study on its effects on teenagers.   Even though the word “secondhand” doesn’t appear, you are entitled to draw on your life experience and your general knowledge to say that the document is relevant to the request.  

Beyond that expansive definition of what is considered relevant, there are some limitations and conditions in some of the topics.  There will be some topics that define the document type being looked for, so as to expect you to limit finding relevant documents to internal memos on tobacco company letterhead, etc.  Some topics might be limited by a date span.   You will only have one or a very few topics to work with, and needn’t be concerned with all possible variations and permutations through the entire document set.  

VERY IMPORTANT: The actual document should always be examined before making a relevance assessment: do not rely on the title alone.  Some documents will be lengthy, and it will be important in some instances that you read the entire document to determine if any isolated portion of it makes the document as a whole relevant.  In other cases, it may be quickly clear from the nature of the document that it can not contain any relevant information.  Also, as soon as you find that a document contains a relevant part, you do not need to read it any further.  Both because of the number of nonrelevant documents, and the need to examine them more closely, you can expect to spend much more time looking at nonrelevant documents than relevant ones. 

As you go along, you may find that there are certain strategies to be employed in dealing with longer documents, to quickly determine relevance, such as checking a table of contents (at the beginning) or list of references and citations (at the end) in lieu of working you way through the internal text.   The ability to search the OCR output for the document (described in a special NOTE below) may be useful in some cases as well.  

Some documents will contain no such helpful shortcuts and will need to be read in full. 
NEW SPECIAL RULE FOR ASSESSING DOCUMENTS OVER 300 PAGES IN LENGTH:  If a document is longer than 300 pages, please first attempt to determined relevance by using the search strategies described in the immediate paragraph above.  After this initial examination, if you believe the document to be nonrelevant, please assess it by marking “Unsure” rather than spending inordinate time to check every page.  

As an example, we know that there is a 3500 page document that consists of one library card catalog record per page.  For some topics it would not be possible to rule out the relevance of this document without checking every page, but we would urge you to mark this document “Unsure” if an OCR search and some browsing did not turn up evidence that it is relevant to your particular topic.  
Each document needs to be judged on its own merits; if it is a duplicate, you can hopefully quickly determine that and decide on relevance, but please judge all duplicate documents consistently unless relevance hinges on some non-duplicated aspect of the document (e.g. a handwritten annotation present on some copies but not others).   If there are “gray areas” where you could go either way, it is important that you make a consistent rule for yourself and judge all documents accordingly.   As stated above, the topic sets may contain a greater or lesser number of relevant documents; you should judge each document on its own and should not be concerned with how many total relevant or irrelevant documents you have found.  

C.  Step-by-step guide to the Assessor Interface
A web-based user interface for assessing TREC Legal Track documents will be available to everyone participating in this research project 24 hours a day, 7 days a week for the duration of the “assessment phase” of the project, which means through September 15, 2006.  

Here is what you will need to do:

Before anything can happen further, you or your sponsoring organization will have sent your name and email address to HYPERLINK jason.baron@nara.gov  jason.baron@nara.gov, for the purpose of assigning you an login ID and password.   The login ID will be of the form t06reqXX@DavidDLewis.com, and the password will be of the form trecXX, where XX is the number of the topic on which you are working.  (Anyone who hasn’t previously identified themselves to the TREC legal track coordinator by name and email address needs to provide this info ASAP to Jason.)

Also, along with receiving your login ID, you will also be sent a copy of the associated Complaint that corresponds to the “request to produce” topic you are workling on.  (Just fyi, you can view all five of the complaints by going to the you the TREC Legal Homepage, at  HYPERLINK "http://trec-legal.umiacs.umd.edu" http://trec-legal.umiacs.umd.edu, and clicking on “Evaluation Topics” (a zip file containing all five Complaints in Word format).   

Once you have your login ID and password, go to the web site where the assessment interface is hosted:   HYPERLINK "http://www.tobaccodocuments.org" www.tobaccodocuments.org.  (See the note at the end of this section about this site and the assessment interface.)  

At the home page, log in with your login ID and password. 

Go to “Set Queries” tab.  There will be one topic listed.  Click on its name, which will be of the form t06reqXX. 

The documents assigned to you to review will be listed on multiple HTML pages.  Starting with document 1, click on the Judge View button to see the document.  (It is also possible to see the document by clicking on its title, or View Images, but these screens do not provide the assessment buttons, so you would need to return to the document list to enter you assessment.)  You will probably want to read the documents online, since there is no simple way to print them all out (and lots of paper would be needed!).  Unfortunately, as in real discovery situations, some documents are very long.  Follow the “Relevance” instructions given above in deciding whether a document is relevant or not relevant to the topic.

Your assessment of each document will by entered by clicking the button “Nonrelevant” or “Relevant.”  The category “Somewhat Relevant” is not being used in the TREC Legal Track and so that button should be ignored. (Any documents marked as Somewhat Relevant will instead be considered “Relevant.”)   You may use “Unsure” as a placeholder category for coming back to documents later.  Clicking “Unjudged” will erase any assessment you have already made.  

You do not have to judge documents in order.  You may skip over documents or mark documents as Unsure to return to later.  It is possible to find all documents which are Unsure or Unjudged by setting the Sort criterion (located at the top of the document list) to “Relevancy (unjudged/least first)” and clicking the “Search” button.  This will bring all the Unsure or Unjudged documents to the top of the list. 

You do not need to do anything special to end a session or save your assessments at tobaccodocuments.org.  Each assessment is recorded as you make it, so you can close the window at any time.   When you return at a later time your prior assessments will still be there.  To pick up where you left off, use the Sort capability at the top of the document list.  By default it specifies sorting on  "Document Code".    As stated above, by changing it to "Relevancy (unjudged/least)  first" and hitting "Search", it will be bring the Unjudged documents  to the top of the list, followed by Unsure.  Next to Sort, you can  also change number of items displayed per page to a larger number,  which you may find useful.

When you have finished a complete document set, notify Jason Baron.  (If you have volunteered for additional sets you will be assigned a new topic and the process shall begin again.)

A NOTE ON BAD/MISSING IMAGE FILES AT TOBACCODOCUMENTS.ORG: 

Technical problems at tobaccodocuments.org may interfere with assessing a few documents. If no file of page images (or only a partial or incorrect file of images) is displayed at tobaccodocuments.org then we suggest you do the following: 

1. Mark the document as Unsure (or leave Unjudged if you prefer)

2. Send email to baddoc@DavidDLewis.com with your topic number and the UCSF ID or IDs of the document in the subject line. (The UCSF ID for a document is just below the “Judge View” button in the document display at tobaccodocuments.org.)
Then when you have completed your first pass through the documents, use the sort capability to bring all the Unsure and Unjudged documents to the top of the list.  Open a second browser window or tab at http://legacy.library.ucsf.edu (LTDL - the Legacy Tobacco Documents Library) while still keeping a window/tab open at tobaccodocuments.org.  Most of the documents for which tobaccodocuments.org is not able to correctly display the image file are correctly displayed at LTDL.  

For the documents that had bad/missing image files at tobaccodocuments.org, assess them based on the LTDL image files as follows: 
1. Click on “Search the Collections”

2. Verify that the seven desired collections (American Tobacco, B&W, CTR, Lorillard,  Philip Morris,  RJ Reynolds, and TI) are  checked.  Others may be as well – don’t worry about that.  Click on “Advanced Search” and then click on “Next”.

3. Verify that searching in the “entire record” is checked.

4. Enter the UCSF ID of the document in the first of the “Search For” boxes.  

5. Click Search. 

6. The single metadata record for this UCSF ID will be shown.   It will give you the option of downloading a TIF or PDF of the document, or viewing the document page-by-page in your browser.  

7. Examine the document. 

8. Enter your assessment of the document in your window/tab on the document list at tobaccodocuments.org as usual.  In a very few cases, the image files will be broken or invalid at LTDL too.   In those cases you should make your assessment based on whatever document image exists at LTDL.  Also in a very few cases no image at all will be available at LTDL.  In that case only, make your assessment of relevance based on the metadata record (title, author, etc.).

9. Use the Back button on your browser to return to the Advanced Search form.  You can delete your previously typed UCSF ID and search on another one without having to start again at the LTDL home page.  (That is, you only need to go back to Step 4, not Step 1.)  

A NOTE ON SEARCHING THE OCR FOR DOCUMENTS:  

In addition to allowing you to view document images, the assessment platform at tobaccodocuments.org allows you to search OCR (Optical Character Recognition) output for the document.  The OCR output is of highly variable quality, and is completely useless for some documents.   Therefore, while an OCR search may help you find potentially relevant pages within a long document, it should NOT be trusted as a way of ruling out the presence of such pages.  It is completely possible that additional pages containing your search term are present but have been missed by the OCR search. 

To use the OCR search, type a word in the box next to the button “Search This Document” and click the button.  You will see a listing of pages where the word occurs in the OCR output, and the context in which it appears. 

D.   Deadlines & Reporting Requirements
All assessments must be made by 11:59 p.m. September 15, 2006.   Please keep this deadline in mind as you pace yourself through the project.  For those of you who have volunteered to take on more than one topic, please complete your first topic in as timely a way as possible and proceed to the next topic.     

Under the NIST project rules, only one person can serve as an assessor of an individual topic; there is to be no “sharing” of responsibilities with your colleagues.  If you believe that for some reason you cannot finish undertaking the review, please notify Jason Baron at the earliest possible time.   (Either the topic will have to be re-assessed in full by someone else, or – in the very worst case – it will be discarded and thus won’t be used in the TREC 2006 project.)

VERY IMPORTANT:  The TREC coordinators ask that you keep detailed notes on how much time you have spent in doing the assessments. Although for reporting purposes a cumulative number will do (hours and minutes spent), we urge you to keep a “session log” where you record how much time you take on a daily basis, for purposes of ensuring greater accuracy.  Your reporting of this number as part of an end-of-project survey will be extremely useful in gauging the level of commitment needed in any future TREC legal track research project.

A NOTE ABOUT THE ASSESSMENT INTERFACE:  

The assessment interface was designed by Dave Lewis (one of the three TREC legal track coordinators) with help from Celia White (a freelance librarian and tobacco document expert).  Implementation was done by Smokescreen Consulting, a tobacco document consulting firm.  The assessment interface makes use of some resources created by or owned by tobaccodocuments.org and Roswell Park Cancer Institute.  Smokescreen Consulting was funded by David D. Lewis Consulting solely for software development of the assessment platform.  No support for any other activity was provided to Smokescreen Consulting, tobaccodocuments.org, or Roswell Park Cancer Institute by ARDA, Ilinois Institute of Technology, David D. Lewis Consulting, David D. Lewis, Jason Baron, Doug Oard, or NIST. 

E.   Additional Remarks
At the end of the process, we will ask that you fill out a short survey about the experience of participating in the project.   

Contact information for the three TREC legal track coordinators is provided below.   Feel free to contact the coordinators by email for any reason.  Depending on further interest, Jason Baron will coordinate additional periodic telephone conference calls through September 15.

The results of the TREC legal track will be available online sometime after the annual conference in November 2006, and will eventually be published in hard copy.  

This unique, state of the art research project could not be undertaken without the efforts of volunteer assessors such as yourself.  On behalf of NIST, all of the participating scientists around the world, participating members of the Sedona Conference ©,  your track coordinators, and all other interested observers, we thank you for your time and effort in making this project a success.  

Contact Information
For questions on the nature of task:
  Jason R. Baron
  Email:  HYPERLINK "mailto:jason.baron@nara.gov" jason.baron@nara.gov 
  Tel. 301.837.1499


For technical questions and bug reports on the assessment platform or document display:
  David D. Lewis and Smokescreen Consulting:
  Email:  HYPERLINK "mailto:t06platform@DavidDLewis.com" t06platform@DavidDLewis.com 

For questions about the TREC evaluation:
  Douglas W. Oard
  Email:   HYPERLINK "mailto:oard@glue.umd.edu" oard@glue.umd.edu
  Tel: 301.405.7590
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